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ABSTRACT 
The Quality Assurance in Maternity Care (QAMC) project has developed neural network 

and conventional statistical models to predict risk of adverse pregnancy outcome. Several aspects 
of the development of this application are of interest to the connectionist community. In this 
paper we describe how we tackled the problems of feature selection and modelling in large 
amounts of perinatal data (771 571 cases). We also discuss some of the problems that prevent 
neural networks from finding a receptive audience in the clinical domain. At the heart of these 
difficulties lie issues about data collection and reliability, however, the lack of interpretability in 
connectionist solutions is also a significant drawback. We also provide details of how to access 
various prediction models via the QAMC project's interactive Web page. 

1. Introduction 

The QAMC project began in 1995 with the pri-
mary aim being to explore artificial neural net-
works for obstetric risk prediction. This investi-
gation required neural networks to be meaningfully 
compared to alternative risk models and detailed 
descriptions of this research are given in [7, 8]. The 
initial motivation behind the project was 

1. to try to develop systems that could provide 
clinicians early warning of cases with a high 
risk of having specific adverse pregnancy out-
comes (APO); 

2. to see whether useful models of risk could be 
constructed from large databases of routinely 
collected perinatal information; 

3. to address theoretical issues, such as how to se-
lect good predictors of outcome using the infor-
mation contained in large medical databases. 

• This work was funded by the Quality Assurance in 
Maternity Care project, EC Biomed Grant Ref. BIOMED 
1 CT93 1113. The first author gratefully acknowledges The 
British Council, for providing travel funding for him to take 
up the position of research associate with the QAMC project. 

As the project evolved, it became clear that there 
was an additional reason for doing this research: 
to report on the factors which currently restrict the 
usefulness of medical risk prediction systems. These 
factors are discussed in [6]. 

This paper focuses on issues of relevance to these 
wishing to use neural networks in medical risk 
prediction or related problems. First, we give 
an overview of the research that was conducted, 
then we highlight difficulties encountered in bring-
ing neural networks (and other methods) to bear 
on risk prediction in obstetrics. Where possible, 
we show how such difficulties were (or might have 
been) avoided. Our hope is to provide useful in-
formation to other researchers applying neural net-
works t~medical risk prediction or related problem 
domains. 

2. Overview of research 

2.1. The initial problem specification 

The project commenced with a list of 20 APOs 
deemed by clinicians to be important quality 
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indicators1 • These indicators are listed fully in [6] 
and range from relatively mild adverse outcomes 
(e.g., maternal re-admission within 14 days of dis-
charge) to extremely serious (e. g., maternal death). 

Initially, our task was to forecast the risk of 
a given mother experiencing any 9f the specified 
APOs. Risk was to be modelled on the basis of 
retrospective information contained in four large 
obstetric databases (over 1.2 million records total) 
from different parts of the European Community. 
Each database used different sets of measurements 
to describe maternal health status. 

2.2. A more manageable problem 

Each of the specified APOs is an important mea-
sure of the quality of care provided to mothers and 
babies. But, while it is certainly desirable to reduce 
the incidence of any of these APOs, it does not nec-
essarily make sense to do this by predicting the risk 
of a mother or baby experiencing such an outcome. 
For example, it would be of little use to forecast a 
high risk of maternal re-admission within 14 days 
of discharge without identifying the root cause of 
that outcome. This, and other factors, allowed the 
list of 20 APOs to be reduced to 5 outcomes that 
are both meaningful and feasible to predict from 
available information. · 

We further simplified the . prediction task by 
choosing one perinatal database: the Scottish Mor-
bidity Record (known as the SMR2). This was 
the largest of the available databases, containing 
records of 771 571 singleton births that occurred 
between 1990-91. Of the four datasets, the SMR2 
gave the most detailed case description by using 
ICD-9 codes [16] to represent maternal health sta-
tus. This meant that the SMR2 had over 300 vari-
ables that could be used as outcome predictors. The 
next step was to decide exactly which APO to pre-
dict and which variables to use in that prediction. 

2.3. Feature selection using EAD 

When building predictive models using finite 
amounts of data, there is is a trade · off between 
a model's complexity and the accuracy with which 
its parameters can be estimated. Omission of one 
or more predictors simplifies a model and can lead 
to more accurate parameter estimates, thereby im-
proving prediction performance [13, Section 3.8]. 
Furthermore, with the SMR2 data, some form of 
feature selection was needed to reduce the amount 
of computation required to train models, and also to 
indicate to clinicians which variables were relevant. 

Certain aspects of the SMR2 data and the prob-
lem setting led us to develop a new feature selection 

1 Here, quality refers to. the standard of obstetric care 
received by mothers. 

25 

criterion called expected .attainable discrimination 
(EAD) which is fully described in (6]. The remain-
der of this section gives a brief overview of this 
measure. 

Most variables used in the SMR2 data are dis-
crete (i.e., nominal or ordinal); those that were 
continuous (e.g., maternal age) could be easily dis-
cretized. This discrete representation meant we 
could easily build a simple histogram probability 
model [1] of the data which could then be used 
to provide a performance benchmark. Performance 
was measured in terms of the area under the re-
ceiver operating characteristic curve (AUROC), a 
non-parametric measure of how well a prediction 
model discriminates between adverse and benign 
outcomes [2). We adopted this measure, instead 
of misclassification rate, for two reasons. (1) Our 
ultimate goal was to forecast the risk associated 
with a mother's health state, not to classify the 
state as "at risk" or "not at risk". While a decision 
about whether to intervene had to be made even-
tually, it was not appropriate for us to make that 
decision for the clinician managing the case. (2) 
The costs of correct and incorrect misclassification 
were not specified, so we could not calculate the 
optimumdecision threshold. The ROC curve sum-
marises prediction performance across all possible 
thresholds. 

Exact details of how EAD is calculated are given 
in [6] but, in essence, it tells us the performance 
(i.e., AUROC) we could expect to achieve with 
a simple histogram probability density model of a 
given dataset. Expected performance is measured 
by averaging the AUROCs obtained with the den-
sity model on several random training/test parti-
tions of a dataset. This stochastic aspect of EAD 
means that any search heuristic that uses it as a 
feature selection criterion will return slightly differ-
ent results each time the search is repeated. This 
a natural consequence of the uncertainty about the 
features that are important in solving a given prob~ 
lem; such uncertainty arises because we are trying 
to estimate model parameters with a finite amount 
of data. 

Hanley and McNeil (3] proposed another use-
ful benchmark: maximum attainable discrimination 
(MAD), and Figure 1 (left) presents a typical plot of 
EAD and MAD used in combination with a sequen-
tial forward selection [13] search heuristic2 • (The 
APO of interest in that figure is failure to progress 
in labour.) 

Figure 1 (left) shows that EAD- the histogram 
probability density model's ability to discriminate 
between adverse and benign outcomes in new cases 
- rapidly increases as the first few predictor vari-
ables are used to represent the SMR2 data3 . How-

2 Forward selection using EAD is known as FEAD. 
3 Note that Figure 1 plots results obtained on 540 905 
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Fig. 1: (Left) MAD (upper curves) and EAD (lower curves) for prediction of failure to progress, obtained over 20 runs of 
FEAD . Error bars show one standard deviation above and below each point estimate. Features are added, one at a time, 
from left to right, starting with a single feature model. 
(Right) The test set performance of different prediction models plotted against the number of features used by those models. 

ever, as more and more features are used to repre-
sent the same fixed amount of data, prediction per-
formance diminishes. From this exploratory plot, 
we gain a rough idea of the level of performance we 
should expect from more sophisticated models, i.e., 
models that bring prior beliefs to the problem (in 
contrast to the bias-free histogram density model). 
The EAD curves of Figure 1 suggest we should 
(:'Xped a neural network to obtain an AUROC of 
a t least 0.77 when predicting failure to progress in 
labour using SMR2 data. This kind of rough perfor-
mance estimate was used to decide which APO to 
use in initial experiments. The APO that seemed 
to be most predictable was failure to progress in 
labour and we focus on this outcome for the rest of 
this paper. 

2.4. Building prediction models 

The order in which features are selected by the 
FEAO algorithm gives an indication their discrim-
inative power. However, FEAD does not decide 
which subset of features should be carried forward 
into the next stage of modelling. On the basis of 
20 runs of FEAD (Figure 1 (left)), and for reasons 
discussed in [6]. we chose 35 variables to represent 
SIHH2 data in modelling risk of failure to progress 
in labour. For comparison , we also considered a 49 
variable representation, as well as a 4 variable set 
that did not include ICD-9 codes . 

We trained a variety of prediction models (see 
[7]) but, here, we present the results obtained with 
three: logistic regression (LogReg) [4], ensembl(:'s 
of neural networks (NetEns) [1) and a lookup table 
smoothed with a Dirichlet prior (LkpTab) [9). l\Iod-
l'ls were trained using Sl\1 H2 records from 1980- 88 

Sl\1R2 records c-ollected between 1980- 88. The remaining 
176 81 2 records collec-ted from 1989-91 were used as an in-
dependent test se t. to evaluate prediction models. 

and tested on SMR2 records from 1989-91. Fig-
ure 1 (right) shows the test set AUROC obtained 
by each model on each representation. 

For someone hoping to exploit the nonlinear mod-
elling capability of neural networks, a striking as-
pect of these results is the almost identical perfor-
mance of the linear LogReg and nonlinear NetEns 
models. One possible explanation is in the way 
in which continuous variables (e.g. , maternal age) 
were discretized and represented by a 1-of-N encod-
ing [1), allowing a linear model to capture nonlinear 
relationships between these variables and the out-
come. It is interesting to note, however, that similar 
absence of nonlinear relationships was observed in 
another medical risk prediction problem in which 
age retained a continuous representation (11) . 

2.5. Making risk predictions available 

The 35 and 4 variable risk models were made avail-
able to a wider audience via the World Wide Web4 . 

These models are not intended to be used for the 
management of patients, rather , they have been 
made available to demonstrate the benefits and 
shortcomings of this approach to medical risk pre-
diction . At present , the QAMC project is actively 
seeking feedback about this system (via the Web 
page) from clinicians , midwives and other inter-
ested per;sons . 

3. Discussion 

3.1. Practical issues in modelling 

Large amount.s of data can be problematic for 
models that are computationally intensive to train. 

4 See http://svr-vvv.eng.cam.ac.uk/projects/qamc. 
All QAl\IC publications. including [6. 7, 8] . are available via 
t.his site. 
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e.g., neural networks. We managed to reduce the 
amount of computation by a factor of 10 through 
exploiting the discrete representation of the perina-
tal data. With a 49 variable representation, only 
67 782 distinct feature vectors appear in the SMR2 
data. It was straightforward to w~ight the cross-
entropy error function by the number of adverse 
(ai) and benign (b;) outcomes associated with each 
distinct pattern (z;) and output y(·) 

E = -La; log(y(z;)) + b; log( I- y(z;)), 

and so avoid processing identical pattern vectors 
during training. 

Rather than adopt a Bayesian approach to neu-
ral network training, it was expedient to use the 
early stopping methods described by Rasmussen 
[12]. This allowed us to train ensembles of 20 net-
works in reasonable time ( < 24 hours) - an ob-
jective we were unlikely to achieve with the second 
order methods needed for Bayesian approximations 
[1] or Markov chain Monte Carlo techniques (10] . 

As discussed in Section 2, we developed EAD 
methods to implement ' feature selection in situa-
tions with large amounts of data and variable de-
cision costs. The order in which FEAD selected 
features was in accordance with conventional ob-
stetric wisdom. This is notable since the algorithm 
operated on database information alone, without 
recourse to expert opinion or prior assumptions. 
However, for reasons discussed in (8] we have been 
unable to provide a truly satisfactory quantitative 
assessment of EAD as a feature selection criterion. 

Recently, Kohavi and John's description of filter 
and wrapper approaches to feature selection has 
been brought to our attention (5]. Filter meth-
ods assess the merits of features without regard 
for the eventual prediction model whereas wrapper 
methods incorporate tl).e prediction model into the 
feature selection process. The wrapper approach 
selects features on the basis of performance esti-
mates as described by Siedlecki and Sklansky (13, 
Section 3.4]. Feature selection using EAD is a fil-
ter method and more appropriate as a precursor 
to neural network modelling. Although EAD gives 
pessimistic estimates of the prediction performance 
of biased models (8], it is able to capture any inter-
actions between variables and, unlike the wrapper 
method with neural networks, it does not demand 
infeasibly large amounts of computation. Further-
more, EAD is designed for situations where decision 
costs are variable or difficult to specify. 

3.2. Application issues 

There is a plethora of publications on neural net-
works in biomedical problems (15] yet far fewer ex-
amples of connectionist systems being used in clin-
ical practice. There are a number of reasons why 
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clinicians may be reluctant to use systems like those 
available in the QAMC project's Web page (see [6] 
for detailed discussion) . Foremost among these are 
limitations that arise because of the nature of the 
data and the way in which it was collected. 

None of the databases available to the QAMC 
project were collected with the objective of risk 
prediction in mind. At this time, perinatal data 
is gathered for legal reasons, hospital administra-
tion reasons, and as a means to provide a quality 
audit. These objectives have a profound effect on 
the different kinds of information gathered, and the 
reliability with which they are recorded. In short, 
no amount of sophisticated risk modelling can make 
up for the absence of relevant information in that 
data that has been collected. This is certainly the 
limiting factor in predicting the risk of failure to 
progress (as discussed in [7]). By presenting the 
QAMC Web page we hope that clinicians will see 
the potential benefits of gathering and recording 
more informative patient details. 

Although quality audits (such as described in (7]) 
go some way towards reassuring us that database 
information is fairly consistent with case notes, they 
cannot establish whether case notes are consistent 
with reality. Systematic inconsistencies in case 
notes can have serious consequences for the accu-
racy of risk prediction models trained on retrospec-
tive data. One way in which case notes could distort 
the true characteristics of a patient population is 
by presenting different levels of detail in different 
patient records. We suspect this to be the reason 
behind certain discrepancies observed in the SMR2 
data [6]. 

The Achilles' heel of the models described in Sec-
tion 2.4 are in their use of ICD-9 codes to represent 
maternal health status. At project review meet-
ings, clinicians have consistently commented that 
codes such as 6525 (high head at term) or 6429 
(unspecified hypertension) are vague and open to a 
considerable degree of interpretation. This is not 
just a problem with the SMR2 data; other datasets 
contain their own variety of imprecise terms. The 
net effect is to reduce the utility of any systems that 
use these codes as predictors of outcome. 

Difficulties with ICD-9 and other diagnostic 
codes lead to the development of the 4 variable risk 
models (mentioned in Section 2.4) that used only 
non-ICD code information. Still, problems caused 
by vagu~ diagnostic terms raise the question of why 
this information was recorded in the first place. 
One thing is clear: if large medical data bases are to 
be used to develop accurate and meaningful models 
of risk, the information they record must be defined 
more rigorously. It is only through attempting to 
develop such. risk prediction models that this issue 
comes to light. 

Leaving aside the question of whether accurate 
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risk prediction models could be built, it is difficult 
to say whether there is a place for such systems in 
modern medical practice. Would clinicians actu-
ally find a percentage risk estimate useful in case 
management? This is an issue on which we hope 
to obtain some feedback about from visi.tors to the 
web page. The successful application of technol-
ogy is an incremental process, but if there is little 
enthusiasm for the ultimate objective of that appli-
cation, the process will founder. Certainly, the lack 
of interpretability of neural network predictions will 
be a major issue. Given the highly linear nature of 
the relationship between predictors and failure to 
progress, there is a lot to recommend the simple 
LogReg model whose coefficients have a meaningful 
interpretation. Ba:yesian belief networks (see, e.g., 
[14]) seem to have appeal in this regard, but it is not 
clear (a) whether meaningful conditional indepen-
dence relations could be found among the variables 
available, (b) whether training such systems is fea-
sible with over 770 000 cases, and (c) whether any 
greater diagnostic accuracy could be achieved. 

4. Summary 

We have given a brief overview of the QAMC 
project's research and touched upon many of the 
problematic issues we encountered. We are still 
seeking feedback and suggestions via the project 
web page but we hope that some of the solutions de-
scribed in this paper will be of value to researchers 
working in similar problem domains. 
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